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Chapter 4
Domains in Which Artificial Intelligence
is Rivaling Humans: 2011-2023

Jeopardy! is a TV game show where the host provides an answer that is a factoid, and three
contestants have to guess the corresponding question. The contestant who is the first to guess
correctly wins a specific amount of money and the contestant with the most money in the end
wins the game. In February 2011, IBM’s supercomputer, Watson, competed in a three-game
match against Brad Rutter and Ken Jennings, who are the top two, all-time biggest winners
according to Jeopardy!’s Hall of Fame [401]. At the end of the third day, IBM Watson, Jennings,
and Rutter had won 77,147, 24,000, and 21,600 US Dollars, respectively. After the match, adapt-
ing a quote from The Simpsons episode, “Deep Space Homer,” Jennings facetiously quipped,

“I for one welcome the computer overlords” [402].
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Figure 4.1: IBM Watson Beat Humans in Jeopardy! in 2011
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Between 1950-1973, a scientific revolution had ensued that led to the birth of Artificial Intelli-
gence and created a major paradigm shift from traditional algorithms to Machine Learning.
This led to a massive hype that went bust between 1974-1979. And between 1980-1984, the
spectacular rise of Expert Systems led to another hype which then led to a second AI Winter
between 1987-1993. Although in the years between 1993-2010, research funding in Al went
through its peaks and valleys, many researchers worked tirelessly to expand the Machine
Learning paradigm and created Support Vector Machines as well as several categories of Deep

Learning Networks.

This 2011 triumph not only exonerated IBM researchers but all Al researchers, whose efforts
had finally borne fruit. Unlike the previous era, they wouldn’t be called “wide-eyed dreamers”
anymore [403]. It also marked the beginning of a new era when science and Al engineering
related to AI would commingle with other disciplines to create systems that would begin rival-
ing or beating humans in many domains. Since several other key inventions of the fourth and
current industrial revolution were conceived around 2011 (to be discussed in Chapters 5-10),
researchers started infusing Al techniques to improve these inventions further. This in turn led
to research and development in Al witnessing hypergrowth, which will soon make Al systems
pervasive, just like steam engines, electric motors, and central processing units became ubiqui-

tous in the first, second, and third industrial revolutions.

Section 4.1 discusses the reasons that led to IBM Watson’s spectacular rise in 2011 and its rapid
downfall. Section 4.2 discusses AlexNet, a Deep Learning Network, which trounced its com-
petitors in 2012, thereby showing that Deep Learning Networks (DLNs) had started yielding
massive dividends. Sections 4.3 and 4.4 discuss three categories of Deep Learning Networks —
Generative Adversarial Networks (GANSs) introduced in 2014, Diffusion Models introduced
in 2015, and Transformers introduced in 2017 — that have become extremely popular and are
being frequently used to improve accuracy related to Computer Vision, natural language
processing, and even art creation. Section 4.5 discusses key domains where Al systems are
now rivaling or beating humans. Section 4.6 briefly discusses the rapid growth in the underly-
ing research including the number of research papers and patents published since 2011. Final-

ly, Section 4.7 concludes with a brief discussion regarding Al’s progress between 2011-2023.
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4.1.The Rise and Fall of IBM Watson

In 2006, the IBM Watson Research Center in New York embarked on creating IBM Watson,
a system that would use Machine Learning, Natural Language Processing, and information
retrieval techniques to win Jeopardy! This supercomputer was comprised of 90 computers that
had 2,880 processor threads and 16,000 gigabytes of RAM [403]. Its processing power allowed
it to process 500 gigabytes (e.g., roughly 1 million books) per second [404]. However, it
required approximately 1,730 million kilocalories (Calories) daily, an amount that is used by

about 4,000 human brains.

IBM researchers realized that out of 3,500 randomly selected Jeopardy! questions, Wikipedia
titles contained at least 95% of the answers. Hence, IBM Watson was trained on all of Wikipe-
dia and this “feature engineering” was one of the key reasons for winning Jeopardy!. Watson
was also trained on 200 million pages of other content including Wiktionary, Wikiquote, multi-
ple editions of the Bible, thesauri, encyclopedias, dictionaries, newswire articles, and other
literary works. Moreover, it used various other databases (e.g., DBPedia, WordNet, and Yago)
to connect numerous documents. It had an ensemble of around 100 algorithms, many of which
used supervised learning. Although researchers tried using Deep Learning Networks, simpler
techniques like Logistic Regression (to be discussed in Chapter 12) performed much better.
This is not surprising since Deep Learning Networks require massive amounts of data whereas
IBM Watson was only trained on around 25,000 questions, many of which were taken from old
Jeopardy! shows. Former Jeopardy! contestants also trained IBM Watson, and it played several
dozen “rehearsal” matches where it was correct 71% of the time and won 65% of the matches

[405].

Ultimately, IBM Watson only provided factoids because it was inherently designed to identify
word patterns and predict correct questions for Jeopardy!. However, after winning the three-
day match, subsequent statements and advertisements from IBM Corporation implied that
IBM Watson could help in solving the most complex problems (e.g., those related to cancer
research). Unfortunately, the ensuing work with M. D. Anderson Cancer Center showed that it
fell far short of such expectations. Even after spending roughly 4 billion US Dollars on acquisi-
tions to sustain this initiative, Watson was unable to deliver on the promises made by IBM
[406]. So, in early 2022, a part of the IBM Watson Health business was sold to a private equity
firm, Francisco Partners, and IBM scaled back its once-lofty ambitions in healthcare [407]. For
sure, what IBM Watson did in 2011 was no ordinary feat, and the gameshow win soon led to

other developers improving question-answering systems that will be discussed in Section 4.5.
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4.2. Deep Learning Networks (DLNs) Yield Remarkable Results

Just like IBM created history with respect to question-answering in 2011, AlexNet created
history with respect to Computer Vision in 2012 [408]. As discussed in Chapter 2, supervised
Machine Learning algorithms require a lot of labeled data. For Computer Vision, these data
sets would be labeled images. Hence as mentioned in Section 3.2, in 2006, Fei-Fei Li conceived
of ImageNet as a database containing images and made it operational in 2009. Imagenet con-
tained more than 14 million pictures that had been hand-annotated to indicate which objects
were in each picture and to provide bounding boxes around each object. It also contained more
than 20,000 categories so that each category like “dog” or “banana” could be found in hun-
dreds of images. By using this database, a contest called the ImageNet Large Scale Visual
Recognition Challenge (ILSVR Challenge) was organized annually since 2012 where Al-based
systems compete to classify and detect objects and scenes related to only 1,000 non-

overlapping categories [409].

Accuracy in this contest is measured by statistics known as the top-5 error and top-1 error
rates. The top-5 error rate of an Al System is the fraction of test images for which the correct
label is not among the five labels that are produced by the system (e.g., if “dog” was the cor-
rect label but it was not among the top five labels given by the system). Then for that picture,
the system’s top-5 error rate is one. Otherwise, it is zero. The overall top-5 error rate is simply
the average of all such top-5 error rates for the given set of pictures. Similarly, the top-1 error
rate is the fraction of test images for which the correct label is not considered as most probable

by the Al-based system.

In 2012, Krizhevsky, Sutskever, and Hinton built AlexNet that competed in the ILSVR Chal-
lenge and achieved a top-5 error of 15.3%, which was 10.8% lower than that of its nearest
competitor [408]. It contained a Deep Learning Network — Convolutional Neural Network
(CNN) — and used an algorithm like the backpropagation algorithm that was earlier used by

LeCun, et al. for training (see Sections 3.4 and 3.5).

AlexNet’s substantial depth (i.e., its large number of hidden layers) was instrumental for its
high performance, but this required more computational power for training. Fortunately, in
2006, Chellapilla, et al. had already shown that a CNN can run four times faster on Graphics
Processing Units (GPUs) than on CPUs (see Section 3.5). Hence, AlexNet used GPUs during
training. Unsurprisingly, since AlexNet defeated its competition so handsomely, the research

paper describing AlexNet in citation [410] is considered one of the most influential articles in
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Computer Vision. Not only has this paper been cited over 80,000 times, but this paper prompt-
ed many other researchers and innovators to start using GPUs for a myriad of applications.
Undoubtedly, with AlexNet, Deep Learning Networks (DLNs) had finally arrived.

4.3. Emergence of Generative Adversarial Networks and
Diffusion Models

Building on the successes of Deep Learning Networks (DLNs) (specifically CNNs) for Com-
puter Vision in 2012, Goodfellow, et al. created another kind of DLN in 2014, called Generative
Adversarial Networks or GANs [410]. GANs involve automatically learning patterns in the
input data so that they can generate new examples that are almost indistinguishable from
those in the original dataset. GANs contain two DLNs — the generator model that generates
new examples and the discriminator model that gets trained on the “real” dataset and that
classifies incoming examples as to whether they come from the real data set or from the gener-
ator model (and hence “fake”). These two models play a zero-sum adversarial game, meaning
one model’s gain is another model’s loss. Whenever the discriminator loses, a human trainer
trains it to become better. And whenever the generator loses, it gives another example until the
discriminator loses. Given here is an example to explain the intuition behind this zero-sum

game.

A hundred-Dollar bill has a portrait of President Benjamin Franklin on the front and a vignette
of Independence Hall on the back of the bill (see Figure 4.2). Initially, neither of these models
has been trained. Hence, in the beginning, since the generator does not know any better, it will
simply give the discriminator a set of random numbers (or random pixels). However, since the
discriminator has not been trained either, after a few tries, the discriminator may accept an

example from the generator.

Now that the discriminator has lost this round, the human trainer partially trains the discrimi-
nator using supervised learning (see Section 2.4). For example, the human may train the
discriminator to learn only the left top corner of the bill that contains the left-top corner with
“1” (and all markings above this “1” or to the left of it). After many examples from the human
trainer, let's assume the discriminator learns that the bill contains “1” as a specific feature in
the left top corner. Going forward, whenever the generator gives a new example to the
discriminator, the generator will lose until it also learns to include the feature “1” in the left
top corner. However, after many tries, the generator will eventually learn this feature

(although occasionally it may go into an infinite loop, which is discussed later).
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Figure 4.2: Front and back sides of a US hundred-Dollar bill
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Figure 4.3: Example of the Generative Adversarial Network Architecture
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Buy now to read rest of the book.



