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Chapter 12 
Multifaceted Nature of Data 

In the Second World War, the United States Air Force was trying to reduce military plane cas-

ualties. To achieve this goal, they collected data from airplanes returning to their bases after 

missions and noticed that these planes received most bullet holes in wings and tails but not 

engines. Hence, they concluded that they should fortify wings and tails. However, Abraham 

Wald, a statistician working with the military countered by saying that most airplanes receiv-

ing bullets in the engine area never return, and the Air Force should fortify the engines and the 

engines’ exterior. Indeed, the Air Force was only considering the survivors and not those who 

did not survive. Fortunately, the Air Force agreed with Wald’s argument and armored the  

engines going forward, thereby substantially reducing casualties [1201]. 

Figure 12.1. Distribution of bullet holes in a typical aircraft  
that returned in World War II [1201] 
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Unfortunately, not only survivorship bias but several other biases are widely prevalent among 

most datasets. On the other hand, as discussed in previous chapters, all AI algorithms require 

lots of data without which the underlying software would be simply a bunch of algorithms but 

no trained models. In fact, if it were not for the large datasets used for training AI systems, 

then no AI system would have ever been able to beat humans in any of the domains discussed 

in Chapter 4. 

Just like steam, electricity, and electronic communication became an integral part of human 

society’s infrastructure in the first, second, and third industrial revolutions (see Chapter 1),  

data will become a vital part of our infrastructure in the current and fourth industrial revolu-

tion. Since data will “fuel” AI, many professionals have called data the “new oil” or the “new 

electricity” [1202]. However, this analogy obscures the multifaceted nature of data. 

• A given amount of electricity can only be consumed once, whereas the same data remains 

undiminished after being used several times or for different use cases.  

• Whereas electricity is produced by one set of entities and consumed by another, the pro-

ducers of data are also often its consumers as well. In other words, they are “prosumers” 

of data. For example, a video camera at a traffic intersection that is capturing video is also 

using it to determine anomalies and whether an accident is likely to occur or has occurred.  

• Although ten units of electricity will provide ten units of value, a dataset with ten times 

the size may provide less or more return than ten units. 

• While combinations of different forms of electricity (e.g., direct current and alternating 

current electricity) may not provide much value, combining diverse datasets can be  

immensely valuable. This is because unlike electricity, a dataset is usually context depend-

ent and may be more valuable in one situation as compared to another.  

In addition, the use of data comes with ethical, moral, and related issues for which there are  

no easy answers. Hence, the use of data in AI is more complex than that of steam in the first 

industrial revolution, electricity in the second industrial revolution, or of electronic communi-

cation in the third one. In fact, because AI-based models will become pervasive soon and  

because the current industrial revolution is moving fast, these issues will be pervasive and will 

need to be handled rapidly.  

This chapter discusses important and complex facets of data, especially in the context of Artifi-

cial Intelligence. Section 12.1 examines the advantages of large amounts of noise-free data in 
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training AI systems. Sections 12.2 and 12.3 discuss the role of bias in data and a few domains 

where such biases are particularly harmful. Although removing bias from data is as hard as 

removing bias from human society, Section 12.4 considers several ways of mitigating this 

problem. Section 12.5 examines other contentious aspects of data that are related to ownership, 

consent, purpose, privacy, confidentiality, security, auditability, and lineage. The notion of 

“synthetic data,” and how it can help in avoiding some of the thorny issues related to real data 

is discussed in Section 12.6. Finally, Section 12.7 concludes by briefly surveying ongoing efforts 

to handle these intricate aspects while managing risk versus reward.  

12.1. More Noise-Free Data Usually Improves the Accuracy  
of AI Algorithms 

As mentioned in Chapter 2, as opposed to traditional algorithms that do not change over time, 

AI algorithms “learn” as they process more data and modify themselves. In fact, more noise-

free data usually improves the accuracy of most AI-based algorithms (because they are  

Machine Learning based).  

Law of large numbers and the central tendency theorem constitute one reason why more noise

-free data leads to higher accuracy. The law of large numbers implies that the larger the  

dataset, the closer would be its mean (or average) to that of the actual probability distribution. 

Similarly, the central tendency theorem states that the larger the dataset the more it would rep-

resent the actual probability distribution. And since AI algorithms are trying to learn the  

underlying patterns (or the probability distribution of data with respect to its features), train-

ing them on larger, noise-free datasets makes them more accurate.  

Another reason for this augmented accuracy is that most Deep Learning Networks (DLNs) are 

often overparameterized, meaning that they have more parameters (i.e., variables) than there 

are data points available for training. For example, if we had 10,000 equations that have a mil-

lion variables, then usually these variables will not be uniquely determined by these equations. 

And in fact, there will often be infinitely many solutions for them. However, many of these  

solutions may be random or meaningless. Similarly, for DLNs, the lack of sufficient amount  

of data would lead to many values of the parameters (i.e., weights on the edges) being mean-

ingless. The DLN would learn random aspects of the data, a phenomenon that is called  

overfitting. Indeed, this issue of overfitting extends beyond Deep Learning Networks to many 

other contemporary AI algorithms (e.g., Support Vector Machines) where more data also helps 

to reduce overfitting. 
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12.2. Role of Bias in Data 

The eventual aim in AI is to develop models that rival or beat humans in accuracy. After all, 

that was the genesis of AI with the Imitation Game (see Section 2.1). And as discussed, more 

noise-free data helps in producing more accurate models. However, as discussed here, any  

bias in data acts as “systemic noise” and makes the trained AI models less accurate, which 

makes the discussion regarding bias in data even more vital. 

Bias is defined as a prejudice in favor of – or against – a person, a thing, or a group compared 

with another in a way that is considered unfair. In AI, bias causes systematic error.  

• If a particular community has 99.99% white people, then the collected data is unlikely to 

contain enough representation of black people, and even standard mathematical tech-

niques such as “equalization” are unlikely to fix this issue. Hence, an AI model trained on 

such a dataset is unlikely to classify faces of black persons accurately. 

• If an AI model is trained to detect pedestrians using pictures that contain no snow,  

then it is inherently biased and is unlikely to detect pedestrians in pictures with snow  

(see Figure 12.2). 

Although bias in data is catastrophic for training AI algorithms, it is almost impossible to com-

pletely remove bias. This is mainly because we humans have biases. And while collecting data, 

labeling it, understanding its features, and in other parts of executing the data pipeline, we end 

up including such biases in the data. 

Implicit Bias Sometimes Begins While Deciding on a Use Case: For example, if lenders want 

to maximize their return on investment and interest rates are higher for borrowers with lower 

credit rating, then trained AI models are likely to choose more borrowers in this category. 

Hence, the trained model is likely to pick poor people because they will mostly have lower 

credit rating and will be given loans at a higher interest rate. 

Human Bias May Prejudice Data Collection: For example, bias in certain countries may imply 

that only women become nurses, and data collectors may ignore male nurses altogether. Also, 

incorrect labeling of data often occurs because of personal prejudices, and this may cause  

incorrect training of AI models. If the original data contains bias, then both the training, vali-

dation, and testing datasets will also have the same issue. There is no way to fix this issue 

while checking the accuracy of the corresponding models.  
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Figure 12.2: Pedestrians walking in California (above) and walking in Boston in snow (below) 
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The Underlying Population May Not be Sufficiently Diverse: In other words, the underlying 

population from where the data is extracted may not have enough samples of different kinds. 

For example, if a model is trained to detect whether a person has breast cancer and if the data 

is collected from a community where very, very few men have breast cancer, then this dataset 

may not have enough samples of men with breast cancer.  

Human Bias May Influence Feature Generation: For example, even if the underlying data 

contains information about breast cancer in males, because of human biases that males do not 

have breast cancer, this feature may be eliminated completely.  

Implicit Bias: A very common bias, which is implicit, exists because either some data was not 

collected or included while training AI algorithms. One such bias, called the Survivorship Bias, 

was discussed in the Air Force example, and this bias occurs in many domains such as 

healthcare and financial services.  

For example, in 2010 Harvard Medical School and Beth Israel Deaconess Medical Center want-

ed to improve patient survival following trauma [1203]. For this purpose, they started a trial 

but stopped the trial up after they realized that they were only able to include patients who 

survived their accidents and received care in the Emergency Department but could not include 

those who died prior to reaching the Emergency Department. Similarly, in the financial ser-

vices industry, it is common for investment managers to quote their returns on investment by 

including only active mutual funds and exchange traded funds but not those funds that 

suffered massive losses and were no longer active [1204].  

Unfortunately, the problem of removing biases in data is as hard to fix as fixing biases in  

humans themselves. This is because the data scientists, engineers, and users may not even be 

aware of their inherent biases or may believe that their biases are “good” and not worth fixing. 

Or they may forget that a “good” biases in one context may be “bad” in another.  

In fact, for AI-based models, this problem is even more intractable because the notion of bias 

also keeps changing in society with new statutes and regulations being enacted regularly.  

For example, biases regarding transgender people have become more pronounced recently  

because many jurisdictions have enacted new regulations against them. The changing notion 

of bias often leads to insufficient amount of new data that incorporates new rules and regula-

tions. This lack of sufficient data may lead to overfitting and lower accuracy (as mentioned in 

Section 12.1). 




