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Chapter 11 
Limitations of Contemporary AI Systems 

and Their Consequences 

Google’s Imagen is a well-known Deep Learning Network (DLN) that has been incredibly  

successful in Computer Vision (see Section 4.4). In fact, Massachusetts Institute of Technolo-

gy’s magazine, Technology Review, published an article in April 2022 titled, “This horse-riding 

astronaut is a milestone in AI’s journey to make sense of the world” [1101]. Hence, Gary  

Marcus, a professor of Psychology at the New York University tested Imagen by giving the 

following prompt for producing a picture: “a horse riding an astronaut.” Even after four 

attempts Imagen failed and instead provided the pictures shown in Figure 11.1 [1102]. Similar-

ly, another well-known Deep Learning Network, DALL-E-2 was given the following prompt 

for creating a picture: “a red ball with flowers on it in front of a blue ball with a similar 

pattern.” And it also failed miserably. 

Indeed, Deep Learning Networks of various kinds perform poorly in understanding spatial or 

temporal contexts. And yet, over the past decade, the field of AI has seen striking develop-

ments that now there are over thirty domains in which AI systems are performing at least as 

well as humans. These advances have led to a massive burst of excitement in AI that is highly 

reminiscent of the one that took place between 1950-1973. Again, some futurists are making 

wildly optimistic predictions, whereas others are forecasting doomsday scenarios. In this chap-

ter, we discuss several limitations of modern AI systems that (without new conceptual  

breakthroughs) may prohibit radical improvements in AI in the future. Understanding these 

limitations is particularly important for using DLNs in applications they are good at and 

avoiding the pitfalls because of their limitations. 

Section 11.1 discusses a few audacious predictions made by optimistic futurists as well as 

doomsayers. In contrast, many debilitating limitations that beset AI systems in 1970s still exist 

and these are discussed in Section 11.2. Section 11.3 provides simple examples where Deep 
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Learning Networks (DLNs) can be easily fooled and have “Machine Hallucinations.” Section 

11.4 discusses two other characteristics (Machine Endearment and malware injections) related 

to DLNs, particularly Generative Pretrained Transformers (GPTs, see Section 4.4.) that will 

have serious repercussions. Section 11.5 discusses additional limitations of Transformers and 

in particular Large Language Models (LLMs, see Section 4.5). Section 11.6 discusses potentially 

disastrous consequences of these limitations for human society. Finally, Section 11.7 concludes 

by arguing that since existing AI systems are hampered by many severe limitations – many of 

which led to the demise of the first AI boom phase almost fifty years ago – a new paradigm 

shift and scientific revolution (as discussed in Section 1.1) may be required to overcome them. 

Figure 11.1: Output from Imagen: “a horse riding an astronaut” [1102] 
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 11.1. Audacious Predictions, Ominous Sentiments, and Sci-Fi Laws  

Just like in the 1960s (see Section 2.2), over the past several years, there has been a growing  

belief that AI is a limitless, mystical force that is (or will soon be) able to supersede humans 

and solve any problem.  

• In 2014, Ray Kurzweil predicted, “Artificial intelligence will reach human levels by 

around 2029. Follow that out further to, say, 2045, we will have multiplied the intelligence, 

the human biological machine intelligence of our civilization a billion-fold” [1103].  

• In 2015, Gray Scott stated, “There is no reason and no way that a human mind can keep 

up with an artificial intelligence machine by 2035” [1104].  

• In recent commentaries, Stuart Russell said, “Very smart computers could solve all our 

problems, including climate change,” and Oren Etzioni proclaimed that “AI might even 

save the world” [1105].  

Analogous but more ominous sentiments have been expressed at the other extreme as well.  

• In 2014, Elon Musk wrote, “I think we should be very careful about artificial intelligence. 

If I had to guess at what our biggest existential threat is, it’s probably that,” and he later 

said, “With artificial intelligence, we’re summoning the demon” [1106].  

• In a Reddit interview in 2015, the late Stephen Hawkins said, “Where an AI becomes 

better than humans at AI design, so that it can recursively improve itself without human 

help. If this happens, we may face an intelligence explosion that ultimately results in  

machines whose intelligence exceeds ours by more than ours exceeds that of 

snails” [1107].  

• In his 2014 book titled, Superintelligence: Paths, Dangers, Strategies, Nick Bostrom argued, 

“rue artificial intelligence, if it is realized, might pose a danger that exceeds every previ-

ous threat from technology—even nuclear weapons—and that if its development is not 

carefully managed humanity risks engineering its own extinction. Central to this concern 

is the prospect of an ʹintelligence explosion,’ a speculative event in which an A.I. gains the 

ability to improve itself, and in short order exceeds the intellectual potential of the human 

brain by many orders of magnitude” [1108].  
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In 1962, the well-known science fiction (sci-fi) writer, Arthur Clarke enunciated three laws, 

where the third one states, “Any sufficiently advanced technology is indistinguishable from 

magic.” Given that Artificial Intelligence is still a sufficiently advanced technology that is not 

even fully understood by scientists, it is not surprising that it is considered magical by most of 

us. And once we are in a magical universe, we become intertwined with the wonders and 

woes of our childhood that are ripe with fairytales – tales that contain dangerous curses,  

destructive magic, witches, and monsters on one hand and sublime blessings, incredible mira-

cles, and virtuous fairies on the other. All this leads us to imagine the improbable and then 

stipulate oblivion and Armageddon as described by Musk or Hawkins.  

Therefore, it is no wonder that such discussions have been ongoing for at least the last 80 years 

in news media and science fiction as well as among scientists, sociologists, and philosophers. 

Indeed, in 1942, the well-known science fiction writer, Isaac Asimov, wrote a Handbook of  

Robotics, 56th Edition, 2058 A.D., in which he foretold that by 2058, Robots will become stronger 

than humans and suggested three laws to ensure that they do not harm humans. Similarly, 

2001: A Space Odyssey portrayed HAL 9000 as a devious computer with human level intelli-

gence (or better), and this movie was based on the 1948 novel, The Sentinel, which was written 

by Arthur Clarke (see Chapter 2). Almost certainly, such prophecies and discussions are con-

tinuing today and will do so into the future. In fact, in March 2023, Elon Musk and Apple’s  

co-founder, Steve Wozniak, were among 1,100 prominent technologists who proposed a six-

month pause regarding AI research so that its risks can be evaluated [1109].  

11.2. Contemporary AI Systems Are Beset with Many Limitations 
That Existed in the 1970s 

Despite the audacious predictions and ominous sentiments mentioned in Section 11.1, modern 

AI systems do not measure up to achieving any of these predictions or sentiments. Mark 

Twain once said, “History doesnʹt repeat itself, but it often rhymes.” This quote seems particu-

larly apt in the current context because many of the following obstacles that partly caused the 

demise of the AI boom phase during the 1970s continue to hinder the progress within the field 

of Artificial Intelligence.  

Learning “Adjacencies” is Very Hard for AI Systems – If a child learns to recognize cats, it 

seems easy for this child to learn that civets “look like cats” and can therefore recognize civets. 

However, if we train AI systems to identify cats, we need to retrain most AI systems to identi-

fy civets. In other words, there seems to be little or no Transfer Learning. Keeping this in mind, 
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in 1986, Dreyfus and Dreyfus succinctly mentioned that “the programs lacked the intuitive 

common sense of a four-year old” [1110]. Recently, some Transformers have tried to overcome 

this limitation, but they still have a long way to go. 

The Mystery Behind Human Thought – The human brain is around three pounds in weight, 

has 86 billion neurons and 1,000 trillion synapses, stores 2.5 million Gigabytes of data, uses 

about fifteen to twenty Calories (kilocalories) per hour, and is very efficient in producing lots 

of memories, thoughts, and emotions. However, scientists still do not understand the neuro-

logical mechanisms behind its learning (including the incorporation of temporal and spatial 

contexts), creativity, reasoning, humor, emotions, and related activities. Hence, in several arti-

cles and books such as Alchemy and AI [1115] and What Computers Canʹt Do (see Section 2.7), 

Dreyfus succinctly pointed out the following four assumptions that AI systems follow but  

human brains do not.  

Assumption 1: The brain processes information in discrete operations (i.e., by using 0 or 1 as 

on/off switches). On the other hand, Dreyfus pointed out that the brain uses analog or wave 

signals that are electrochemical and not discrete in nature.  

Assumption 2: The brain can be viewed as a device operating on bits of information according 

to formal rules. Dreyfus contradicted this by saying that depending upon the circumstances 

and attitudes, humans may interpret the same situation differently.  

Assumption 3: All knowledge can be formalized. He countered that we really do not under-

stand how human knowledge is accumulated in the brain and whether it is even symbolic.  

Assumption 4: The world consists of independent facts that can be represented by independ-

ent symbols. Dreyfus rebutted this by saying that knowledge of all objects, properties of  

objects, classes of objects, and relations of objects, may not always exist or could contradict 

each other depending upon the circumstances.  

Unsurprisingly, in the late 1980s, similar views were echoed by Marvin Minsky (who had wit-

nessed the first boom and bust between 1956-1979), Rodney Brooks, and Hans Morovac. These 

views are best illustrated using Morovac’s paradox [1111], stated here. 

“It is comparatively easy to make computers exhibit adult level performance on intelligence 

tests or playing checkers, and difficult or impossible to give them the skills of a one-year-old 

when it comes to perception and mobility.” Morovac further conjectured that this may be  

because “in the large, highly evolved sensory and motor portions of the human brain is a  
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billion years of experience about the nature of the world and how to survive in it … Abstract 

thought, though, is a new trick, perhaps less than 100 thousand years old. We have not yet 

mastered it. It is not all that intrinsically difficult; it just seems so when we do it.”  

In other words, Morovac speculated that machines can beat humans while playing checkers 

and other games because – unlike vision and other sensory skills – the corresponding thought 

mechanisms are only 100,000 years old and not that well developed in our brains. Such con-

cepts will be further explored in Chapter 17. 

Figure 11.2: Human brain whose functioning is barely understood 

Mystery Behind Machine Learning – Despite more than three decades of hard work, research-

ers have been unable to develop any theoretical framework for understanding how or why 

complex AI systems give the answers that they do. This is illustrated by the following two  

examples.  

• Although the Deep Patient program developed at Mount Sinai Hospital and Research 

Center (see Section 4.5) can anticipate the onset of schizophrenia better than psychiatrists, 

Joel Dudley regretfully remarked, “We can build these models, but we don’t know how 

they work.”  




